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Topics

• TCP Interactive Input
• Delayed Acknowledgments
• Nagle Algorithm
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Introduction
• Older studies showed that on a packet-count 

basis, half of all TCP segments contain bulk 
data, and the other half contains interactive data

• On a byte-count basis the ratio is around 90% 
bulk data and 10% interactive

• Bulk data segments seem to be full-sized 
(normally 512 bytes of user data), while 
interactive data tends to be smaller

• TCP obviously handles both types but different 
algorithms come into play for each

• We’ll see how delayed acknowledgments work 
and how the Nagle algorithm reduces the 
number of small packets
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Interactive Input
• Example: flow of data when we type an 

interactive command on an Rlogin 
connection

• Each interactive keystroke normally 
generally generates a data packet

• Keystrokes are sent form the client to 
server 1 byte at time

• Also, Rlogin has the server echo the 
characters sent back to the client



5

Interactive Input (Continued)
• This could generate four segments

1) The interactive keystroke from the client
2) An ACK of the keystroke for the server
3) The echo of the keystroke from the server
4) An ACK of the echo from the client
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Interactive Input (Continued)
• Normally, segment 2 and 3 are combined 

– the ACK of the keystroke is sent with 
the echo

• This is called delayed acknowledgments
• Rlogin was chosen for this example 

because it always sends one character at 
a time

• Telnet is similar, however it has an option 
to allow you to send one line at a time
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Interactive Input (Continued)
sender seq. # # bytesreceivertime time diff
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Interactive Input (Continued)
• Figure shows the flow of data when the five 

character “date\n” are typed
• Line 1 sends the character d from the client to 

the server
• Line 2 is the ACK of this character and its echo
• Line 3 is the ACK of the echoed character
• Lines 4 – 6 correspond to the character a
• Lines 7 – 9 to the character t
• Lines 10-12 to the character e
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Interactive Input (Continued)
• The fractional second delays between lines 3-4, 6-7, 9-

10, and 12-13 are human delays
• Lines 13-15 show one character sent from the client to 

the server (the newline character) but two characters 
are echoed, a carriage return and line feed, to move the 
cursor back to the left and space down a line

• Line 16 is the output of the date command from the 
server

• THE 30 bytes are composed of the following plus a 
CR/LF -

• The next 7 bytes sent from the server to the client (line 
18) are the client’s prompt on the server host

• Line 19 ACKs these 7 bytes
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Delayed 
ACKs
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Delayed Acknowledgements (Continued)
• Figure 19.3 shows the time line for the 

exchange in Figure 19.2
• The seven ACKs sent from bsdi to svr4 have 

been labeled delayed ACKS
• Normally TCP does not send an ACK the 

instant it receives data
• Instead, it delays the ACK, hoping to have data 

going in the same direction as the ACK, so the 
ACK can be sent with the data

• This is called piggybacking
• Most implementations use a 200ms delay.  

That is TCP will delay an ACK up to 200 ms to 
see if there is data to send with the ACK
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Delayed Acknowledgements (Continued)
• Looking at the time differences between bsdi receiving 

the data and sending the ACK, they appear to be 
random: 123.5, 65.6, 109.0, 132.3, 42.0, 140.3, and 
195.8ms

• Look instead at the actual time (starting from 0) when 
the ACKs are sent: 139.9, 539.9, 940.1, 1339.9, 
1739.9, 1940.1, and 2140.1ms

• There is a multiple of 200ms between these times
• TCP has a timer that goes off every 200ms that goes 

off at fixed points in time—every 200ms relative to when 
the kernel was bootstrapped

• Since the data being acknowledged arrives randomly, 
TCP asks to be notifies the next time the kernel’s 
200ms timer expires

• This can be anywhere between 1 and 200 ms in the 
future
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Delayed Acknowledgements (Continued)

• Looking at how long it takes svr4 to 
generate the echo of each character it 
receives, the times are 16.5, 16.3, 16.5, 
16.4, and 17.3ms

• This time is less than 200ms, therefore 
we never see a delayed ACK

• There is always data ready to be sent 
before the delayed ACK timer expires

• A delayed ACK is still possible if the 
16ms crosses one of the kernel’s 200ms 
clock tick boundaries (just not in this 
example)
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Nagle Algorithm
• As discussed before 1 byte at a time normally 

flows from the client to the server across a 
Rlogin connection

• This generates 41-byte packets: 20 bytes for the 
IP header, 20 bytes for the TCP header, and 1 
byte of data

• These small packets incur significant overhead
• This algorithm says that: when a TCP 

connection has outstanding data that has not 
been acknowledged, small segments cannot be 
sent until the outstanding data is acknowledged

• Instead, small amounts of data are collected by 
TCP and sent in a single segment when the 
ACK arrives
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Nagle Algorithm (Continued)
• This algorithm is self-clocking:  the faster the 

ACKs come back, the faster the data is sent
• This works well on a slow WAN and helps to 

minimize small datagrams
• As shown in Figure 19.3 the rtt on an Ethernet 

for a single byte to be sent, ACK’d, and echoed 
averaged around 16ms.  To generate data 
faster, you would have to type more than 60 
chars / sec

• Thus, we rarely encounter this algorithm on a 
LAN

• Things change when the rtt increases
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Nagle Algorithm (Continued)
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Nagle Algorithm (Continued)
• Comparing the two figures we notice the lack of 

delayed ACKs from slip to vangogh.  This is 
because there is always data ready to be sent 
before the ACK timer expires

• Notice the various amounts of data being sent 
from left to right:1,1,2,1,2,2,3,1, and 3 bytes

• The client is collecting the data to send, but 
doesn’t send it until the previously sent data has 
been ACK’d

• By using the Nagle algorithm only nine 
segments were to send 16 bytes, instead of 16
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Nagle Algorithm (Continued)
• Segments 14 and 15 appear to contradict the 

Nagle algorithm 
• They actually do!
• Segment 14 is in response to the ACK received 

in segment 12, since the acknowledged 
sequence number is 54

• But, before the data segment is sent by the 
client, segment 13 arrives from the server

• Segment 15 contains the ACK of segment 13, 
sequence number 56

• However, segment 15 should have ONLY been 
an ACK since segment14 is not ACK’d until 
segment 16
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Disabling the Nagle Algorithm
• There are times when the Nagle algorithm 

needs to be turned off
• Example: X Windows System server: small 

messages (mouse movements) must be 
delivered without delay

• Etc.


